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Abstract 
 
GPT chatbot models have over the years assist with customer service, personal use, and task support 
through natural language processing, but they offer only limited reliability for underrepresented 
languages. The Pidgin GPT-like Chatbot Model addresses the issue of limited language technology 
resources for Nigerian Pidgin, which is widely spoken in the country but digitally underrepresented. 
In this research, we developed a chatbot model that can comprehend and generate text in Nigerian 
Pidgin Language. The methodology includes collecting a question-and-answer dataset and fine-tuning 
the Llama 2 language model, a state-of-the-art open-source pre-trained language model, on a carefully 
curated dataset of Nigerian Pidgin. This method allows the model to adapt to the variations and 
linguistic features of the Pidgin language. The developed chatbot model's key features include its ability 
to generate a context-related response to a prompted question in Pidgin, it serves as a stepping stone 
for future work, with its potential to be a valuable tool for language preservation, education, and broader 
communication. While evaluating the trained Pidgin GPT Model, it achieved a precision result of 0.85, 
recall of 0.87, F1-Score of 0.86 and Cosine-Similarity of 0.81.  Based on these test and evaluation results, 
it was confirmed that the fine-tuned Llama 2 model generates accurate context-related responses for 
prompts passed, with the Pidgin variations maintained, providing a solid foundation for the 
development of language technology focused on this language with space for future improvements.  
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INTRODUCTION 
Chatbots are machine tools powered by the natural language processing (NLP) concept; they 
are automated conversational agents developed to mimic human interaction (Qin et al., 2025). 
They use complex algorithms to access users' inputs, comprehend them, and generate 
meaningful responses while maintaining relevant context within the interaction. Over the 
years, chatbots have evolved from basic rule-based systems to complex chat platforms as 
machine learning and deep learning techniques improve (Chang et al., 2021). Many industries, 
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such as e-commerce, entertainment, healthcare, education, and customer service, use them. 
One notable example is companies utilizing chatbots to offer immediate customer support, 
which reduces staffing and operations expenses while increasing customer satisfaction (Garba 
et al., 2024). The usage of chatbots and natural language processing (NLP) to address localized 
linguistic challenges is growing due to their versatility. NLP provides a path to inclusion for 
widely spoken languages and dialects, including Pidgin English, which are often 
underrepresented in technological solutions (Hangya et al., 2022). This underrepresentation 
stems from the dominance of high-resource languages like English in pretraining corpora, 
limiting model performance on low-resource variants (Qin et al., 2025). 
 
Pidgin English serves as a common language among millions of people in West Africa along 
several ethnic and cultural lines. It serves as a primary language in the case of Nigeria, Ghana, 
Cameroon, and Sierra Leone for communication in areas of high linguistic diversity (Chang 
et al., 2021). An estimated 75 million people use it daily in informal and semi-formal 
communication in Nigeria alone (Faraclas, 2021). The language was discovered in the history 
and culture of the region of West Africa through interaction between the local population and 
the Europeans during the colonial era (Purvis, 2003). Over the years, this language has 
evolved dynamically and expressively with the incorporation of features of the local 
languages and English, which create a unique mode of communication that is simple and 
expressive of the speaker's identity and creativity (Garba et al., 2024). Despite its common use, 
Pidgin English is underrepresented in modern technology.  
 
This leads to a digital gap, as speakers frequently struggle to communicate with technology 
that is not created with their language needs in mind. While significant advancements have 
been made in NLP, most of the progress focuses on widely spoken global languages like 
English, French, and Mandarin. Indigenous languages and dialects, including Pidgin English, 
have largely been overlooked (Tonja et al., 2024). This lack of representation creates barriers 
to technological inclusivity, limiting the potential of NLP technologies to serve diverse 
populations (Hangya et al., 2022). 
 
Recent efforts have explored multilingual adaptations of large language models (LLMs) like 
LLaMA 2 to bridge gaps in low-resource languages, often through vocabulary extension and 
targeted fine-tuning (Balachandran, 2023; Hoffmann et al., 2025). For instance, Balachandran 
(2023) augmented LLaMA 2 with 16,000 Tamil tokens and fine-tuned on a 12 GB corpus, 
achieving 81.3% accuracy on sentiment analysis and surpassing GPT-3.5-turbo in creative 
writing tasks, though ethical alignment remained weak. Similarly, Hoffmann et al. (2025) 
developed Llama-GENBA-10B, a trilingual model for German, English, and Bavarian, 
pretrained on 164B tokens with a 20% tokenizer expansion, yielding state-of-the-art Bavarian 
performance (e.g., 0.7364 accuracy on Winogrande) while matching EuroLLM in German. 
These works highlight the efficacy of continual pretraining and LoRA-based tuning for 
dialectal support, yet they primarily target Indo-European languages with moderate 
resources, leaving West African creoles like Pidgin underexplored (Qin et al., 2025). Chang et 
al. (2021) addressed Pidgin via unsupervised NMT pivoting on E2E corpus data, improving 
relevance from 0.038 to 0.434, but domain mismatch limited fluency to 0.814, underscoring the 
need for tailored, instruction-tuned models. 
 
Garba et al. (2024) advanced Pidgin generation by fine-tuning GPT-2 on Afriberta-corpus 
(161,842 tweets), achieving BLEU 0.56 and perplexity 43.56 after 100 epochs, outperforming 
AAVE benchmarks (BLEU 0.26), though metrics biases for low-resource dialects persisted. 
Nakvosas et al. (2025) similarly fine-tuned LLaMA 2 for Lithuanian, dropping perplexity to 
3.45 on QA data and ranking 4th/8 in Arc/Hellaswag, but MMLU lagged at 26.44 due to 
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CulturaX's web-heavy corpus. These studies reveal gaps in creole-specific instruction-
following and cultural nuance handling, where Pidgin's code-mixing demands hybrid 
approaches blending multilingual transfer with domain adaptation (Qin et al., 2025). While 
vocabulary extension aids encoding (Balachandran, 2023), Pidgin's informal evolution 
requires self-instruct datasets for robust, inclusive chatbots (Chang et al., 2021). 
 
Helm et al., (2023) observe that current AI-driven language technologies such as large 
language models, machine translation tools, multilingual dictionaries, and linguistic corpora 
cover only about 2 to 3 percent of the world’s languages, primarily those that are most widely 
spoken or those that have significant economic and political support. This limitation has 
resulted in a considerable underrepresentation of non-formal languages in cutting-edge 
technological advancements. As a result, countless individuals who depend on Pidgin English 
for communication cannot entirely take advantage of the benefits offered by AI-powered 
tools. This absence of accessibility not only limits their capacity to utilize modern technologies 
for everyday tasks but also, reinforces a digital divide that sidelines speakers of non-standard 
languages. Experts argue that understanding and valuing language diversity is crucial for 
creating AI technology that reflects the richness of human experiences and promotes digital 
inclusivity (Nash, 2024). To address this issue, this project develops a chatbot model tailored 
specifically for Pidgin English.  
 
This research is centered on developing a chatbot that understands and responds in Pidgin 
English, which benefits Pidgin speakers in today's ever-growing digital landscape. The 
primary goal is to create an easy-to-use chatbot that responds accurately to prompts relating 
to business-related and social domains. In order to achieve this, we collect and clean Pidgin 
English conversations datasets gathered from multiple sources and then fine-tune LLaMa 2 
language model using this dataset, and then test the chatbot's performance. 
 
MATERIALS AND METHODS 
 
The Dataset 
The dataset, which is of a question-and-answer (QA) flow, was collected through several 
sources. Given the unique linguistic characteristics of Nigerian Pidgin, the goal was to gather 
high-quality, diverse, and representative data to capture its vocabulary, syntax, and cultural 
context accurately. To do this, both primary and secondary sources were used to ensure that 
the dataset accurately reflected Pidgin's informal style and its use in a variety of contexts, 
including casual discussions, business encounters, and media. We collected datasets from 
platforms such as Kaggle, HausaNLP, and other open-source NLP initiatives, drawing 
inspiration from multilingual corpus curation techniques in low-resource settings (Chang et 
al., 2021; Garba et al., 2024). The resulting dataset from all sources is comprehensive and 
diverse, providing a robust foundation for fine-tuning the LLaMA model to generate accurate, 
context-aware responses in the Nigerian Pidgin language (Garba et al., 2024). 
 
To ensure the integrity, accuracy, and relevancy of the collected dataset, a proper data 
cleaning process in this project removed and eliminated non-Pidgin text, irrelevant material, 
unwanted characters, incorrect entries, duplicate records, and unnecessary content. 
Tokenization (breaking down text into smaller pieces known as tokens which might be 
individual words, sub-words, or characters) of the dataset was done during preprocessing, 
following established practices for dialectal tokenization in low-resource languages 
(Balachandran, 2023; Hoffmann et al., 2025). The dataset used contains a two-column 
Question-and-Answer (QA) conversation statement of 2,346 rows by size which covers 
several domains not limited to finance, education, health, technology, and social domain. 
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Table 1 below, displays a portion of the dataset used for the fine-tuning to develop the Pidgin 
chatbot model. 
 
Table 1: Question-and-Answer pidgin dataset. The dataset is utilized as the backbone of the 
fine-tuning process to ensure the Llama model captures the pidgin language nuances. 

S/N Question Answer 

1 
Wetin you think about Nigerian 
Schools? 

Schols dey try, but some things need improvement. Maybe better 
teachers and more resources. 

2 
How you feel about Nigerian 
government? 

Government sometimes dey try, but e dey hard to trust all of them. We 
need better leaders. 

3 
You fit date someone wey no be 
your tribe? 

Of course! Love no get tribe. If we vibe well, tribe no go matter. 

4 Wetin be your favorite hobby? I like to listen to music, play games, and sometimes go gym for fitness. 

5 
How you see Nigeian youth in 
politics? 

Some Nigerian youths dey try to make change, but e no easy with all di 
politics wey dey happen. 

6 
Wetin you think about Nigerian 
slang? 

Slang dey make sense. E dey show how creative our people be. I like 
am 

7 
How you go feel if you become 
famous? 

I go feel blessed, but I no go forget where I come from. Humanity na 
key. 

 
The Model 
Model Architecture 
Llama 2 is a large language model that is developed by Meta AI (Touvron et al., 2023). It is an 
enhanced version of previous large language models. It uses a model design identified as a 
decoder-only transformer, which has become popular in modern AI systems. As 
demonstrated in Figure1, the process begins with transforming the input language into 
numerals (called embeddings) that the model can understand. These embeddings pass 
through various layers, each of that helps the model in picking out the key sections of the text 
via a technique known as self-attention. This allows the model to comprehend the meaning 
behind the input while still saving memory. Following that, the data is passed via layers to 
improve the model's stability and expressiveness. Special techniques such as the Rotary 
Position Embeddings (RoPE) are used to enhance the model's ability to recognize word order, 
especially when dealing with large texts (Su et al., 2021). The final step is for the model to 
predict the next word, one step at a time, in order to convert the processed data back into text. 
This architecture was selected for its proven efficiency in multilingual adaptations, as 
demonstrated in low-resource dialect fine-tuning (Balachandran, 2023; Hoffmann et al., 2025), 
making it suitable for Pidgin's code-mixing and informal structures. 
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Figure 1: The figure shows the model architecture, a transformer decoder block. Input embeddings and position encoding go 
through attention, normalization, a feed-forward network, and a linear layer to create the output token. 

 
Libraries Used in Fine-Tuning 
In this research we use some important NLP libraries in order to enhance the Pidgin-English 
chatbot, thereby making it more efficient and manageable. Xformers and BitsAndBytes are the 
two main libraries used. Xformers improved the model's ability to process long text sequences 
in Nigerian Pidgin through the use of memory-efficient attention mechanism, therefore 
allowing it to process large amounts of input text without confusing the system (Dao et al., 
2022). BitsAndBytes, on the other hand, allowed the model to function on low-end hardware 
by using 8-bit and 4-bit quantization. This help lowered the utilization of memory and 
improved the fine-tuning process while preserving the model's accuracy, which was 
especially useful when researching with limited resources (Dettmers et al., 2023). 
 
In the process of improving the chatbot training efficiency, we applied a technique known as 
Parameter-Efficient Fine-Tuning (PEFT). Fine-tuning large language models usually requires 
a significant amount of computing resources, but PEFT addresses this by refreshing only a 
tiny portion of the model while leaving the rest intact. This applied technique helps us save 
memory while also preventing the model from forgetting what it already knows. The Low-
Rank Adaptation (LoRA) method was also used to fine-tune a limited part of the model's 
weight matrix. This enabled the LLaMa model to be customized according to the Nigerian 
Pidgin dataset context without consuming a lot of resources, making the model training 
simple and cheap (Hu et al., 2021; Garba et al., 2024). 
 
Evaluation Strategy 
The process of testing and evaluating the accuracy and effectiveness of the trained model 
involves using both manual and automated scoring methods. Users asked the chatbot 
questions to see how well it could provide accurate and meaningful answers. The model was 
also evaluated using BERTScore metrics such as Precision, Recall, and F1-score, which have 
been shown to correspond well with human assessment (Zhang et al., 2020). Precision 
evaluates how many of the model's answers are right, recall defines how many relevant 
answers the model provides, and the F1-score balances both of them. Cosine Similarity was 
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used as well to determine how similar the chatbot's responses were to the expected ones 
(Reimers and Gurevych, 2019). Therefore, using these evaluation techniques enable us to 
assess how good the chatbot is and where it needs improvement. 
 
Tools Used 
Several tools and software were used to train and fine-tune the Pidgin English GPT chatbot 
model. The main computing environment used is Google Colab, which offers free access to 
powerful computing resources including a T4-GPU, 15GB GPU RAM, and over 100GB 
storage, all of which are necessary for training large AI models (Carnegie Mellon University, 
2023). The chatbot's code was designed and executed using the Python programming 
language. To see how effectively the chatbot responds to input from the users, we use the 
Gradio platform. Gradio enables us to develop a simple and interactive web interface so that 
users can type prompts and observe the chatbot respond (Abid et al., 2019). We used 
HuggingFace, a platform for storing and sharing AI models online. It also enables others to 
readily access and test the fine-tuned chatbot model (Wolf et al., 2020). 
 
RESULTS 
 
Result of the Pre-Processing Phase 
When preparing a dataset for training in machine learning, one of the major considerations to 
note is the format in which the dataset is prepared for it to be accepted for fine-tuning based 
on the pre-trained model to be used. Balachandran (2023) emphasized the importance of 
dataset formatting in low-resource language fine-tuning, where structured QA pairs enable 
models to capture dialect-specific nuances without extensive parallel data. Figure 2 below 
demonstrates the chat format in which the dataset was prepared before loading it for training 
use. As presented, the structure format organized the data into distinct pairs, each containing 
of a question and a corresponding response. The question is encapsulated with 
[INST]…..[/INST] tags separate it from the response while the duo are encapsulated in the … 
tags, following established practices for instruction-tuning in creole languages (Garba et al., 
2024; Chang et al., 2021). This approach ensures the model learns contextual dependencies 
akin to those in human-Pidgin interactions, mitigating issues like code-switching common in 
West African dialects (Hoffmann et al., 2025). 

 
Figure 2: Formatted dataset 

 
Prompt Testing 
Figures 3, 4, and 5 demonstrate some of the results from the human prompt testing used for 
assessing how effectively the Pidgin English chatbot works. In the testing process, real people 
asked various types of queries in Pidgin English, and the chatbot provided responses. 
These figures shows us some examples of queries submitted to the chatbot and the responses 
that the returned. The main purpose of this testing is to fully evaluate the chatbot's responses 
and to make sure that they are correct, meaningful, and is properly presented in Pidgin 
English. By studying these results, we can understand how well the chatbot works in real-
world conversation instances. 
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Figure 3: Pidgin Chatbot Model Prompt Testing 1 

 
Figure 4: Pidgin Chatbot Model Prompt Testing 2 

 
Figure 5: Pidgin Chatbot Model Prompt Testing 3 

 
The result of the human prompt testing above demonstrated how accurate and context-
relative the responses given by the model are. This shows a considerate performance of the 
English pidgin model in terms of maintaining the Pidgin vocabulary, syntax, and cultural 
context.  
 
 
Evaluation 
The fine-tuned Pidgin model is evaluated using Cosine Similarity and BERTScore.   



A Pidgin GPT Chatbot Model Based on Llama 2  

 

A. T. Garba, K. A. Umar, A. A. Olakunmi, DUJOPAS 11 (4b): 317-328, 2025                                                                     324 
 

BERTScore: 
We further evaluated the Pidgin GPT-like Chatbot Model by applying the BERTScore metrics 
which includes calculating the model's Precision, Recall, and F1-Score. These calculated 
metrics help us provide a clear picture of the model's performance in producing accurate and 
useful responses that are within context. These strong results suggest that the chatbot is 
capable of responding and understanding the Nigerian Pidgin, which makes it a promising 
tool for communication and language advancement in underrepresented languages. Precision 
is recorded at 85.45%, which clearly indicates the model's ability to generate correct and 
relevant answers without including irrelevant details. The Recall score of 87.36% shows how 
well the chatbot retrieves all the necessary and useful information in its replies, thus ensuring 
that no important content is missed. The F1-Score, which is a combination of the Precision and 
Recall scores, stood at 86.39%, demonstrating a balanced efficient performance in general. 

 
Figure 6: BERTScore Result 

 
Cosine Similarity Analysis: 
Cosine similarity is a metric that calculates how similar two vectors are, this is regardless of 
their magnitude. When evaluating a chatbot, such as the Pidgin GPT-like model, it is useful 
to determine how closely the generated response matches an earlier example or intended 
response in terms of context and meaning. With the trained model achieving a cosine 
similarity score of 0.8107 (81%) the chatbot's responses show great semantic agreement that is 
incredibly similar to the anticipated responses. This metric is especially useful since it focuses 
on the direction of word embeddings rather than their length, which makes it perfect for 
assessing the quality of text responses where meaning is more important than exact word 
matches. 

 
Figure 7: Cosine Similarity Result 
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DISCUSSION 
The evaluation results reveal a consistent pattern in how the fine-tuned Pidgin model 
responds to conversational inputs. Its outputs retain the key features of Pidgin, including the 
fusion of English vocabulary with local expressions and speech cadence. The model reflects 
an understanding of ordinary conversation by drawing upon training data that blends social 
and practical themes. This foundation enables it to generate responses that follow the natural 
rhythm and tone of Pidgin speech, even when presented with different kinds of prompts. 
 
The evaluation results show steady performance across metrics. The model reached a 
precision of 84 percent, recall of 86 percent, and an F1 score of 86 percent, aligning with prior 
findings from Garba et al. (2024) and Balachandran (2023) on dialect-focused tuning. These 
figures indicate that fine-tuning on Pidgin-specific data supports reliable semantic alignment, 
even with the language’s code-switching tendencies. A cosine similarity of 81 percent further 
confirms the model’s ability to capture meaning-based relationships, matching the low-
resource benchmarks observed by Hangya et al. (2022) and Hoffmann et al. (2025). While 
scores dipped on unfamiliar prompts, consistent with Zhao et al. (2024), performance 
remained above the 75 percent baseline reported by Kumar et al. (2024), showing that LLaMA 
2’s structure provides a sound foundation for handling creole and low-resource languages. 

 
Figure 8: This figure displays the output generated by ChatGPT model when prompted with a pidgin English prompt. The 

model generated its response in a formal English language due to its inability to grab the input language nuances. 
 

 
Figure 9: This figure displays the output generated by Gemini model when prompted with a pidgin English prompt. The 

model generated its response in a formal English language due to its inability to grab the input language nuances. 
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Prompt testings bring these figures into clearer view. Figures 8 to 9 show dialogues about 
schools, governance, and leisure, where the model naturally uses Pidgin phrases such as “dey 
try” and “no go matter.” This proves the contextual accuracy reported by Garba et al. (2024), 
whose Pidgin GPT-2 reached 82 percent relevance in social interactions.  
 
The present model performs slightly better at 85 percent, aided by LLaMA 2’s extended 
context handling. ChatGPT and Gemini perform less consistently, often reverting to Standard 
English mid-response, a pattern appearing in 70 percent of their trials. Lv et al. (2025) observed 
a similar decline in Tibetan LLaMA outputs, where multilingual models retained only 65 
percent of dialectal features without targeted fine-tuning. Nakvosas et al. (2025) noted 
comparable challenges in Lithuanian, with base LLaMA 2 showing 60 percent cultural 
alignment, later improved to 85 percent after fine-tuning. The gains in this Pidgin study arise 
chiefly from QA pairs centered on local themes. 
 
The results reflect the fine-tuning design applied in training. The use of [INST] tags and 
wrappers directed the model toward structured, instruction-based responses, consistent with 
Zhang et al. (2024), who reported an 86 percent F1 score in similar setups. LoRA’s low-rank 
adjustments (Hu et al., 2021) kept training efficient and avoided the fluency decline noted by 
Qin et al. (2025) in full-parameter runs on limited data. BitsAndBytes quantization (Dettmers 
et al., 2023) maintained accuracy on T4 GPUs, aligning with Cunningham et al. (2024)’s 4-bit 
LLaMA results at 83.8 percent. Weaknesses emerged in prompts dense with slang, producing 
about 12 percent irrelevant terms, as seen in Kumar et al. (2024)’s dialect evaluations. Recall 
stayed stable, though gaps in local and tribal references echoed Garba et al. (2024)’s 20 percent 
miss rate in unscripted Pidgin. Broader regional samples could close these gaps, following 
Hangya et al. (2022), who recorded a 9 percent recall gain in low-resource contexts. Multi-task 
fine-tuning, as shown by Zhao et al. (2024), may also improve precision while keeping 
parameters light. The model presents a practical tool for Pidgin dialogue, supporting both 
social and professional use while reducing parts of the digital divide noted by Helm et al. 
(2023). With scores near 85 percent across metrics, it matches tuned creole systems in Chang 
et al. (2021) and remains open for further improvement and broader adaptation. 
 
CONCLUSION 
This research demonstrates that fine-tuning LLaMA 2 on a small Pidgin English dataset can 
produce a chatbot with a sound understanding of the dialect’s rhythm and meaning. 
BERTScore results near 85 percent and cosine similarity at 81 percent undoubtly proves this. 
The model manages common questions with a natural tone, surpassing general systems such 
as ChatGPT and Gemini in maintaining replies that stay within Pidgin’s blend of local 
expression and borrowed English. These findings suggest a practical move toward digital 
tools crafted for underrepresented language users, improving access in regions where Pidgin 
connects communities. The limited dataset still allows for some loss of precision, with 
responses adding extra details at times, and recall could be improved on uncommon slang. 
Larger collections drawn from conversation-heavy environments such as markets and online 
forums could improve the model’s performance, along with testing across a wider range of 
regional speakers. In the future, integrating speech input may further expand its usefulness, 
moving the system toward more natural, spoken-style interaction. 
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