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Abstract  

The proliferation of e-commerce in Africa has generated large amounts of user-generated text content 
that need to be analyze, but automated sentiment analysis in this domain remains stifled by a critical 
resource-utility gap. While large language models (LLMs) like AfroBERT, AfroXLM-R, and others 
have achieved state-of-the-art performance in text classification, their massive model size or footprint 
and higher inference time make them unsuitable for deployment on the resource-constrained devices 
prevalent in the Nigerian market. To bridge this gap, this study propose a resource-efficient framework 
that compresses the AfroXLM-R model into a lightweight architecture using Knowledge Distillation 
(KD) and static Post-Training Quantization (PTQ). We rigorously evaluate this approach on the novel 
Jumia product review dataset since existing datasets fail to capture the complex, code-switched 
vernacular ("Naija") characteristic of commercial product reviews. We evaluate our approach against 
several African-centric baselines.  Experimental results demonstrate that our proposed approaches 
significantly reduce computational overhead and we achieve an accuracy of 84.25% F1-score of 84.29 
%, retaining 93% of the large AfroXLM-R model performance while reducing the model size by 33.53x 
(from 2260MB to 67.4MB) and accelerating inference latency by speedup 8.76 x (from 6973.49 ms to 
795.98 ms). This work offers a practical blueprint for deploying culturally competent, low-latency AI 
solutions in infrastructure-limited environments.  
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INTRODUCTION  

The digital economy of Africa, particularly Nigeria, is undergoing a giant transformation. E-
commerce platforms like Jumia, Konga, and others are emerging as central hubs for retail and 
consumer interaction. fundamentally altering the nation's economic landscape. Nigeria, a 
country with a population of approximately 237million in 2025 (Kagarura, 2025), the nation 
e-commerce is projected to reach $33.00 billion market by 2029 (Suleiman, Yakubu and Aleh, 
2024). This fast expansion creates significant opportunities for sentiment analysis to better 
understand consumer feedback, market trends, and product quality assurance. However, as 
this sector grows daily, it generates vast amounts of unstructured user-generated text content 
that needs to be analyzed. presenting both a challenge and an opportunity requires 
sophisticated computational techniques. 
 
Early sentiment analysis efforts on Nigerian ecommerce, regarding Jumia product review 
sentiment, predominantly use traditional supervised learning algorithms like Support Vector 



Jumia-Senti: Hybrid Distillation and Quantization Framework for Efficient African E-Commerce Sentiment 
Analysis  

K. Bashiru, S. M. Borodo, M. Y. Muhammad, DUJOPAS 12 (1d): 378-388, 2026                                                                 379 
 

Machines(SVM), logistic regression (Olabanjo et al., 2023), while these approaches established 
a foundational baseline that enables computers to learn patterns from data and often employs 
manual feature engineering (Hastie, Tibshirani and Friedman, 2009). This approach 
fundamentally lacks the capacity and capability to model complex semantic dependence, for 
instance, (Ojo, Ogundele and Adetokunbo, 2020) applied a Naïve Bayes  and SVM classifier 
on a scraped  Jumia customers feedback out of which 26150 (5.41%) are used for training  and 
1500 (94.59%) are  used for testing, they reported Naïve Bayes proves to be more efficient with 
91.05% as compared to SVM approach with 88.99%.Despite these results, still reveals 
limitation of shallow architecture, which often fail to capture deeper semantic and contextual 
information, like struggling with sarcasm, slang, and sometimes formal language commonly 
found in Nigerian reviews. This limitation  necessitates a shift toward recent approaches 
(Steenwinckel et al., 2021). 
 
Recent advancements in Natural Language Processing (NLP) have seen the rise of pre-trained 
language models (PLMs) that surpassing traditional machine learning methods. But 
transformer Models tailored for the African context, such as AfroXLM-R(Destaw et al., 
2025),  AfroBERT (Ogueji, 2022) and others. have achieved impressive performance 
benchmarks on tasks like sentiment analysis and other NLP tasks (e.g., Afrisenti and AfriHate 
& AfriEmo), however their application in the Nigerian e-commerce sector reveals significant 
limitations. First, the Deployment Gap persist. State-of-the-art models like AfriBERTa and 
Afro-XLMR are computationally prohibitive due to massive parameter counts, huge model 
size of these transformer models, i.e., the AfroBERT boasting a massive ~2.2GB model size, 
high energy consumption and increased inference latency, present deployment challenges in 
resource-constrained settings like Nigeria. 
 
Furthermore, despite progress made in  Natural Language Processing (NLP) for low-resource 
African languages, through SemEval-2023 Task 12 (Shamsuddeen et al., 2023), which 
established the first comprehensive benchmarks in languages like Nigerian Pidgin and Hausa 
and others. By leveraging the AfriSenti-SemEval Twitter dataset, a dataset characterized by 
high-code-mixing and manual sentiment annotation. The authors demonstrated the efficacy 
of fine-tuning multilingual Transformers. furthermore, (Raychawdhary et al., 2023) achieved 
a competitive performance using architecture like AfriBERTa-large, XLM-RoBERTa-
base,  yielding an F1-score of 80.85% for Hausa and 80.82% for Igbo. These findings 
underscore the capacity of pre-trained Nigeria-centric models to handle code-switched and 
social media text. However, to what extent these performance gains can transfer to e-
commerce domain, a domain characterized by blending English and pidgin, and slangs and 
high-noise informal text (abbreviations, lack of punctuation, and idiomatic sarcasm).  remains 
an open question. 
 
To address these challenges, this research addresses these challenges by propose Jumia-Senti, 
a hybrid model framework designed to democratize high-performance NLP for resource-
constrained environments, by effectively combine knowledge distillation (KD) (Hinton, 
Vinyals and Dean, 2015), with post-training static quantization (PTQ) (Kim et al., 2023) 
specifically we leverage KD technique  that transfer knowledge from a large teacher model 
(Afro-XLM-R) to a smaller student transformer architecture while reducing size and 
preserving model performance. Further Complementing this, (PTQ) techniques, the core idea 
is to reduce the precision of the numerical value that representing the model weights and 
activations. Instead of using high-precision floating-point numbers, such as 32-bit floating 
point (FP32), quantization employs lower-precision integer values, like 8-bit integers (INT8). 
lowers the precision of model parameters, cutting memory and computational demands. 
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Consequently, the primary objective is to develop and validate Jumia-Senti model as an 
optimized Transformer-based architecture tailored for the Nigerian e-commerce ecosystem. 
By systematically evaluate the synergistic effects of distillation and quantization. we seek to 
establish a critical balance between model size reduction and classification performance. and 
provide a reproducible blueprint for advancing resource-efficient Natural Language 
Processing (NLP) in emerging African digital markets 
 

Methodology 

The methodology adopted in this study is designed to systematically develop and evaluate 
Jumia-Senti a lightweight model through a hybrid optimalization approach. The process 
involves several distinct phases: (1) dataset curation and pre-processing, (2) model selection 
and finetuning (3) hybrid model optimization (knowledge distillation +post-training 
quantization) (4) comprehensive evaluation plan where a baseline model was established on 
some Afrocentric model directly on curated dataset . The overall proposed methodology is 
illustrated in Figure 1. 
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Figure 1: Our Proposed Methodology  

 
Dataset and Pre-processing of the proposed system 
Jumia customer product review dataset: A novel dataset of 6540 customer product, reviews 
were curated from jumia.com.ng, a prominent e-commerce platform in Nigeria.  The data was 
collected via web scraping and manually annotated for sentiment.  The Jumia product review 
dataset stands out due to its well-balanced and diverse collection of both English and Pidgin 
instances, therefore positioning it as a more effective option for better model development 
and testing. This dataset consists of 6540 customer reviews, classified the given text into three 
distinct classes (positive, negative, and neutral), it contains 2183 positive, 2183 neutral and 
2174 negative classes, we will randomly split the dataset into three subsets: allocating 5232 
instances for training (80%), 654 instances for validation (10%), and 654 instances for testing 
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(10%). Prior to model training, there are series of other pre-processing steps were applied to 
collect and clean the raw text data. This important phase is needed to enhance model 
performance.  
 

 
Fig 3.3 process work of dataset collection 

 
The sequence of operations as follows: 
 
Data Collection: We utilized HTTP requests for content fetching from the website, used 
selenium for dynamic content loading due to the dynamic nature of the website, and Beautiful 
Soup for HTML parsing and text extraction. To maintain a focused dataset, we curated 
reviews from the clearance-sale category, as it known to have elicit strong opinions on 
product value and quality. 
 
Data Labelling: The next step after data collection is data labelling, which is also known as 
data annotation. It involves assigning or categorizing meaningful labels to individual data 
samples within the given dataset (Hagi and Rarasati, 2024). This annotation was performed 
by a native speaker of both English and Nigerian Pidgin  
 
Data Cleaning: The subsequent logical phase is data cleaning. The selected dataset is carefully 
examined for special characters like quotes, stop words, dashes, and special characters that 
convey meaning. These characters are systematically removed to ensure the dataset 
cleanliness.  
 
Model Tokenization: The cleaned text was tokenized using the AutoTokenizer from 
Huggingface to ensure the same tokenizer are used consistently from model associated. This 
tokenizer carefully dissects the text into smaller units, such as phrases, words, sub-words, and 
adds special tokens like [CLS] and [SEP] as required by the BERT architecture. We maintained 
the maximum sequence length of 512 tokens 
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Table 1: sample instances from the Jumia product review dataset. 

 

S\N Review Date Product Review Label Sentiment 
Label 

1 24/07/2024 
low speaker volume problem. Nna wetin the speaker no 
loud. 

2 Negative 

2 24/09/2021 
I was expecting a leather like materials though but what 
did get poor product. 

2 Negative 

2508 8/11/2024 Works perfectly, I love itel product 1 Positive 

2177 19/02/2025 
he de serve it purpose, e de work for wetin I buy am for, 
love it 

1 positive 

4359 10/7/2023 
E dey last longer for clothes, but fair sha consider the 
price 

0 Neutral 

6540 16/07/2024 
Blender not blending smoothly; however still okay 
consider the price, but could be improved 

0 Neutral 

 
Model Selection for Sentiment Analysis Task 
The first logical stage after data preprocessing involves choosing a suitable transformer model 
just as illustrated in our proposed methodology. Choosing the right models is a crucial step 
to achieving meaningful results. The selected models should not only accurately detect 
meaning but should also help to understand the contextual and word relationships present. 
To work with a labeled dataset, we will employ supervised learning, and we will only 
consider state-of-the-art deep learning models in natural language processing (NLP) (Sawicki, 
Ganzha and Paprzycki, 2023), for text classification. The transformer models will be selected 
due to its predictive power and as it has proven effective in text classification (Bellar, Baina 
and Ballafkih, 2024). 
 
The Teacher-Student Model Training 
The core of our knowledge distillation compression strategy is a teacher-student framework. 
 
The Teacher Model 
To utilize our extensive annotations and diverse dataset to finetune a large pre trained 
transformer models called Afro-XLM-R (Davlan/afro-xlmr-large-29L) as our teacher model 
which is a strategic decision designed to harness the unique strengths of each model and to 
establishing baseline. This finetuning process aims to optimize these models for multi-class 
text classification, focusing on the Nigerian nuances in the from language. We fine-tuned this 
model on our 80% training split for the 3-class sentiment analysis task. Moreover, each model 
will undergo thorough training, during which the parameters of this model will be carefully 
adjusted to minimize the prediction error.  
 
The Student Model  
A compact second model selection step involves selecting a smaller student model like 
DistilBERT and others. This model is typically a transformer network with a similar structure 
to the teacher model but with reduced dimensions (e.g., fewer layers, smaller hidden size, 
fewer attention heads). The student model is designed to have lower computational and 
storage demands, making it ideal for deployment in resource-constrained environments. The 
student architecture is selected based on a balance of efficiency and potential for learning from 
the teacher.  
 
Fine-tuning 
After selection of model the next process is the finetuning the model. Finetuning, which is a 
common technique in transfer learning it involves taking a pre-trained model and continuing 
to train it on a new task using our task-specific dataset. We used the Hugging Face 
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Transformers Trainer API during this process, the weights of the pre-trained model are 
carefully adjusted to adapt the model learned features. The new classification layer is then 
updated based on the training, specifically on the nuances of the new task. This adjustment 
can involve training all layers of the pre-trained model or keeping some initial layers frozen 
and only training the later layers (Zhuang et al., 2021). 
 
Knowledge Distillation process  
Following fine-tuning process, the model undergoes a two-step hybrid compression process 
as depicted in our proposed methodology. The first is Knowledge Distillation (KD). A process 
that transfers the learned representations from the fine-tuned Afro-XLM-R teacher to the 
lightweight student model. This is accomplished by training the student model to minimize 
a composite loss function, that combines the weighted average of two separate loss functions 
as shown in figure below. 

1. Distillation Loss (LDistill): This loss measures the difference between the softened 
outputs of the student (lighter) and the teacher. It is typically the Kullback-Leibler 
(KL) divergence, calculated using the outputs produced with a temperature T=2. 

2. Student Loss (LStudent): This is a standard cross-entropy loss between the student 
predictions (calculated with T=2) and the hard ground-truth labels. This term ensures 
the student model still learns to perform the actual task correctly. 

 
The final objective function combines these two losses using a weighting coefficient α: 
L = (1−α) ⋅L Student (y true, σ (zs, T=2)) +α⋅T2⋅LDistill (σ (zt, T), σ(zs, T))                         (2.1) 

where, σ is the SoftMax loss function, ZS and ZT are the logits of the student (smaller) and 
teacher respectively, and the T2 term is used to scale the gradients. By minimizing this 
combined loss, the student model learns to be accurate on the target task while also emulating 
the richer internal knowledge of the teacher model. 
 
Post-Training Quantization process 
After the knowledge distillation phase, the resulting distilled student model will be further 
compressed using post-training static quantization via the ONNX Runtime engine. This 
technique considerably reduces the model size (memory footprint) and accelerates inference 
on CPU hardware, as it does not require model retraining and can be applied to model 
weights. The procedure involves converting the model weight and activation from floating-
point (FP32) weights to lower-precision 8-bit integers (INT8) types (Kim et al., 2023) and (Lee 
et al., 2024), our primary focus is on INT8 (8-bit integer) quantization. which offers even 
greater compression and potential speedup improvements. 
 
Model Evaluation  
In the last stage of our proposed methodology, the hybrid compressed student model will be 
rigorously evaluated on our reserved test set from our dataset using appropriate metrics and 
benchmarking frameworks (Boža, 2024).Therefore, the ideal evaluation approach should 
comprehensively measure both model performance and efficiency. Where Performance 
metrics (involves assessing how well the compressed model performs its task, such as 
precision, accuracy, and F1-score for sentiment analysis). And Efficiency metrics (measures 
improvements in model size, inference speed, and resource consumption) (Zhang and He, 
2020). These metrics include: 
 

                                               𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =  
 (TP)+(TN)

(TP)+(FP)+(TN)+(FN)
  (1) 

                                                Precision =
(TP)

(TP )+(FP)
                     (2) 
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F1 Score = 2 ∗
 Precision ∗ Recall

 Precision + Recall
 (3) 

Speeduprate = α(M, M ∗) =
 S

 S ∗
 (4) 

𝐶𝑜𝑚𝑝𝑟𝑒𝑠𝑠𝑖𝑜𝑛 𝑅𝑎𝑡𝑖𝑜 = α(M, M ∗) =
 a

 a ∗
 (5) 

 
Experimental Setup  
The experiment was conducted using a free Google Colab account. The necessary Python 
libraries, including transformers, PyTorch, pandas, scikit-learn, and optimum, were installed 
to handle model access, training, optimization, data manipulation, and evaluation. While the 
T4 GPU was used for model training and key Hyperparameters includes: epochs = 3, 
optimizer = AdamW, Batch size = 4, temperature T = 2, weighting coefficient α = 0.5 and 
learning rate = 1e-6), loss function = Cross Entropy loss (for multi-class classification), 
inference was specifically run on Intel Xeon CPU with 2 vCPUs (virtual CPUs) and 13GB of 
RAM.  For latency warm-up runs (5 per batch), number of repetitions (20 per batch), on CPU 
backend 
 
RESULTS AND DISCUSSION 
Benchmarking State-of-the-Art Pre-Trained Models 
To establish a rigorous baseline for model compression, we fine-tuned eight state-of-the-art 
(SOTA) transformer models on the Jumia-Senti dataset. To ensure a fair comparative analysis, 
all models were trained under identical experimental conditions (epochs, learning rates, and 
others). The selected models span a diverse range of architectures and parameter sizes, 
allowing for a comprehensive evaluation of the trade-offs between predictive performance 
and computational efficiency. Table 2 summarizes the performance metrics for each model. 
 
Table 2: Performance Benchmarking of Baseline Transformer Models 

Baseline model Accuracy 
(%) 

Precision 
(%) 

F1-score 
(%) 

#Params  
(M) 

Model size  
(MB) 

Inference 
Speed (ms) 

BERT-large  87.76 87.10 87.33 335   1385 5535.80  

Afro-XLM-R  90.59 90.57 90.63 560 2260  6973.49 

NaijaBERT  90.18 90.17 90.10 376 1503 5790.93  

AfriBERTa 89.28 89.25 89.30 126 2260  6499.79 

DistillBERT  86.30 86.18 86.07 67 268   1143.65  

MobileBERT 42.66 41.36 41.20 24.6M 98.5 967.27  

TinyBERT 79.58  79.21 79.25 14.4M 57.4  417.63 

MiniLM 64.53 63.82 63.79 33.4M 133  767.62 

 
The experimental results indicate a clear performance hierarchy driven by model capacity and 
pre-training domain.  
 
Afro-XLM-R established a new state-of-the-art (SOTA) benchmark, achieving the highest 
accuracy (90.59%), precision (90.57%) and F1-score (90.63%). these results reveal superior in 
understanding of African languages, which allows it to capture the subtle semantic nuances 
of Nigerian Pidgin. Consequently, making Afro-XLM-R as the primary teacher models for 
knowledge distillation. It slightly surpassed the NaijaBERT (90.18%) accuracy and f1-score of 
(90.10%) further demonstrating the advantage of multilingual capacity and domain-
understanding on Nigeria localized dataset. However, This SOTA performance of Afro-XLM-
R comes with a counterproductive computational cost, specifically large model size (2260 MB) 
And higher inference latency (6.9 seconds) per sample. This overhead renders this model 
unsuitable and inefficient for real-time edge applications in the Nigerian digital ecosystem.  
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Among the compact models, is DistilBERT with (67M parameters) demonstrated an 
exceptional balance of performance and practicality. It achieved an accuracy of (86.30%), 
precision of (86.18%) and F1-score of (86.07%). being approximately (8.4) x smaller in model 
size (268MB vs. 2260 MB) model size against Afro-XLM-R (2.26 GB) and (6.89x) times faster 
with the inference speed (1143.65ms vs. 6,973 ms), this position DistilBERT as an ideal 
candidate for a student model in knowledge distillation because It occupies the "sweet spot" 
on the efficiency-accuracy curve. 
 
 
Distillation and Quantization Performance Result 
To rigorously quantify the benefits of our proposed hybrid methodology (Jumia-Senti), we 
conducted am experiment evaluating the isolated effects of Post-Training Quantization (PTQ) 
and Knowledge Distillation (KD) against their combined application. Table 3 presents the 
comparative metrics, evaluating the trade-offs between predictive performance (Accuracy, 
F1-Score) and computational efficiency (Size, Latency, Compression Ratio). 
 
Table 3: Final Comparative analysis of model compression techniques 

Model Strategy Performance Metrics (%) Resource Efficiency Improvement 
Factor 

Accuracy 
(%) 

Precision 
(%) 

F1-score 
(%) 

Params 
(M) 

Size 
(MB) 

Latency 
(ms) 

Speedu
p 

Comp. 
Ratio 

Baseline (Teacher) 90.59 90.57 90.63 560 2260.0 6973.4 1.00x 1.00x 

Quantization 
Only (Teacher) 

88.77 
(↑1.82) 

88.60 
(↓1.97) 

88.62 
(↑2.01) 

560 534.5 5337.7 1.50x 4.23x 

Distillation Only  89.60 
(-0.99) 

89.57 
(↓1.00) 

89.41 
(-1.22) 

67 255.4 1011.9 6.89x 8.85x 

Our Hybrid (KD 
+ Quantized) 

84.25 
(↓6.34) 

84.53 
(↓6.04) 

84.29 
(↓6.34) 

67 67.4 796.0 8.76x 33.53x 

 
Impact of Individual Techniques 
Baseline/Teacher (Afro-XLM-R-Large):  Our first major finding confirms that domain-
specific pre-training Teacher (Afro‑XLM‑R‑Large) is non-negotiable for high-performance 
African NLP. Afro-XLM-R model with 90.59% accuracy and an F1 score of 90.63%. 
significantly outperformed the general-purpose BERT-large (87.76% accuracy), achieving a 
2.83% performance margin. This result confirms the curse of multilingualism assumption of 
(Muhammad et al., 2022), who argued that massive, general-purpose models often 
underperform on specific low-resource dialects due to vocabulary dilution. Furthermore, the 
superior performance of Afro-XLM-R align with (Alabi et al., 2022), who proposed that 
language-adaptive pre-training is particularly beneficial for morphologically rich and code-
switched languages. However, its large size (≈2.26 GB) and 560M parameters make it 
computationally expensive and slow, serving as the 1x baseline, as it takes 6973.49ms for a 
single prediction and thus requires compression. 
 
Quantization Only: By applying Quantization to the Teacher model (Afro-XLM-R). Although 
it reduces the model size (from 2260MB to 534.5MB), achieving a 4.23x compression ratio. The 
1.5x speedup (from 6973.49 ms to 5337.72ms), compared to the baseline teacher. acts as the 
primary driver for resource efficiency. Consistent with (Chai and Chang, 2024) and (Donisch, 
Schacht and Lanquillon, 2024), who emphasized the throughput benefits of 8-bit integer 
mapping, our quantized models showed reduced latency. However, this comes at the cost of 
a minor drop in accuracy to 88.77%. This suggests that low-resource language representations 
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may be more sensitive to the precision loss inherent in mapping FP32 to INT8, a critical insight 
for future African NLP quantization research 
 
Distillation Only (Best Student): This approach focuses on preserving the predictive power 
of the distilled model. By transferring the dark knowledge (soft labels) from the teacher to the 
student model. DistilBERT saw consistent gains in accuracy to 89.60% (↑3.30%) and in 
precision to 89.57% (↑3.39%). These findings is consistent with  (Moslemi et al., 2024; Tang et 
al., 2024), who both argued that DistilBERT outperformed the standard DistilBERT that fine-
tuned on our specific task. However, our study shows that in low-resource settings, 
distillation alone is insufficient for edge deployment, as it provides only an 8.85x compression 
ratio (255.43 MB from 2260 MB) and an 8.85x speedup. Often, it is not enough for real-time 
mobile applications. Leaving room for improvement 
 
Hybrid (KD + PTQ): our hybrid approach delivers the most significant efficiency gains, as 
detailed in Table 3. The Hybrid Jumia-Senti model achieved a 33.53x compression ratio (from 
2260 MB to 67.4 MB) and an 8.76x speedup 76x (from 6973.49 ms to 795.98 ms), reducing the 
model size to a mere 67.4 MB. compared to the baseline teacher. Unlike (Donisch, Schacht and 
Lanquillon, 2024), who focused purely on ONNX runtime quantization, our approach 
highlights that architectural compression (Distillation) must precede precision reduction 
(Quantization) to minimize the accuracy collapse just like our case where we experience 
modest 6.34% drop in accuracy (from 90.59 to 84.25%).This result confirm that the hybrid 
approach presents an optimal balance for deployment in resource–constrained environments 
where low latency and a small memory footprint are of top priorities. 
 
CONCLUSION  
This study addressed the critical challenge of deploying large-scale Transformer models in 
low-resource settings African environments, specifically within the Nigerian e-commerce 
sector (jumia.com product review). While previous research has largely focused on a general-
domain sentiment analysis, this work bridges a significant gap by introducing Jumia-Senti, a 
novel domain-specific benchmark for code-mixed product reviews. furthermore, we 
established a rigorous optimization pipeline that systematically hybridize Knowledge 
Distillation (KD) with Post-Training Quantization (PTQ) to democratize access to State-of-the-
Art (SOTA) NLP architectures. To the best of our knowledge, this is the first study to 
successfully operationalize this hybrid compression strategy for Nigerian e-commercial 
setting (product review). 
 
Our findings demonstrate that the proposed hybrid (KD + Quantized) approach provides a 
superior trade-off between efficiency and performance compared to using either technique in 
isolation. We successfully efficiently distilling the knowledge from the 2260 MB Afro-XLM-R 
baseline into a compact student architecture and applying static quantization, we achieved a 
33.53x reduction in model size (down to just 67.4 MB) and accelerated inference latency by a 
factor of 8.76x. Crucially, this massive gain in efficiency incurred only a slight minimal 
accuracy drop of 6.34% performance drop relative to the 560M -parameter baseline. 
 
Broader Implications Beyond the immediate application to Jumia, this research establishes a 
reproducible blueprint for Green AI in the African context. We have demonstrated that heavy, 
compute-intensive pre-trained language models can be effectively compressed for 
deployment on edge devices without sacrificing their ability to processing complex 
capabilities. This framework provides a critical roadmap for AI researchers and engineers 
seeking to deploy scalable, high-performance NLP solutions in resource-constrained devices 
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(e.g., mobile phones or edge computers), ensuring that the benefits of advanced language 
modeling are accessible even in infrastructure-limited regions. 
 
Recommendations  
Building on this study or foundation, several avenues for future research are apparent: 
Scaling to Generative LLMs: Our methodology focused on a BERT-sized model. Critical 
further research can apply these hybrid techniques to much larger Generative Pre-trained 
Transformer (GPT) models. Compressing multi-billion parameter models is essential for 
making cutting-edge generative AI accessible on mainstream hardware. 
 
Multimodal Compression: Real-world sentiment analysis is often and can also be 
multimodally (text, images, audio). Future work should explore the compression of models 
that process these multiple data streams, where the demand for efficiency is even more acute. 
Domain-Specific Applications: We encourage future works to focus on adapting model 
compression to broader real-world domains with unique constraints, such as autonomous 
driving, real-time medical diagnostics, or on-device IoT applications, to validate its practical 
impact in diverse settings. 
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